
This 30 minute section of the Math Tutorial is about working with Rotations when developing your 3D 
simulation or video game. 
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Nobody here should be intimidated by this subject matter.  Even if you have math-a-phobia, your brain is 
designed to do spatial computation. 

After randomly wondering around the jungle all day looking for food, you’re instincts tell you the way straight 
back to the cave.  East two blocks, south a block, west two blocks.  Obviously 1 block north gets us back. 

Rotations too... 

None of us would be here in this auditorium today if we didn’t all have the natural ability to recognize a wild 
Tiger from any viewpoint.  (BTW powerful computers with the best comp vision algs still struggle with this.) 
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Here’s Today’s Menu. 

Lots to cover in 30 minutes.  So pace may be fast for some. 

This subject is worth mastering.  Hopefully, we’ll get everybody up to speed so you all can get the most out of 
Gino’s IK talk this afternoon. 
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First let’s get some definitions out of the way… 

For linear motion, the distinction between position, translation, and velocity is very clear.  For angular 
motion, orientation typically refers to how an object is facing, rotation is a change in orientation or moving 
something around an axis, and spin is the rate of change.  Admittedly this distinction  can get fuzzy.  An 
orientation is ultimately a rotation relative to some reference frame.  Furthermore, orientation and rotation 
are both implemented with the same structures and functions. 
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Translations are easy and obvious.  Vector operations are just grade-school-arithmetic, but on groups of 2 or 
3 at a time.  

Rotations can be more confusing.  Its not mathematics’ fault – its just the nature of how things work.  For 
example, if you rotate an object 90 degrees around the X axis, then 90 degrees on Y, the object ends up in a 
different orientation than had you rotated first on Y, then on X.  Not surprisingly, implementing rotations will 
need to correctly handle all of this weirdness. 
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Lets start in 2D.   Using some High School math now … 

If we have a point that starts out along the x axis a short ways, more specifically at [1,0], and then we rotate 
it by an angle (theta) ccw about the origin, its x,y position will be cos,sin. 
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Similarly, if we rotate another point a short ways up the Y axis 0,1, its x,y position will end up at –sin,cos. 
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What about an arbitrary point?   

We know it will also follow a circular path around the origin. 
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An arbitrary point is a linear combination of an x and a y. 
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We already know how to rotate things along the x and y axis.  The final rotated point is the combination of 
the rotated axis aligned components. 
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Here’s the equations for the new x and y positions for a point rotated around the origin. 
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Put both equations together in a box and we have a matrix that describes the rotation. 
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Lets now place some yellow graph paper on top of the first one.  The origins line up, but this new grid is 
rotated by theta.     

The columns of our rotation matrix describe the directions of the x and y axes of the yellow grid according to 
the original one.  In other words, this matrix specifies the orientation of the yellow graph paper. 
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Given a point in a reference frame (such as a local coordinate system), we often want to know where that 
point would be in another reference frame (perhaps world coordinates). 

We’re not actually rotating the point.  This is the notion of a passive transformation.    Just like how daylight 
savings time is not the same thing as time travel. 

The math is the same.   Given a point x,y in the yellow reference frame, we multiply by the yellow frame’s 
orientation matrix to determine its coordinates in the blue reference frame. 
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Lets now move into the 3D world by adding a row and a column to the matrix.    

We still have a rotation on the XY plane – or, equivalently, about the Z axis. 
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Rearranging rows and columns in the obvious way, its possible to rotate around X or Y instead. 
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Matrix multiplication works for more than just points.  We can rotate entire objects – i.e. change their 
orientation. 

Here we see a dice in 4 different states and the transitions that take it from state to state. Notice that 
Matrices are used both to describe the rotations as well as the orientations.  For orientations, the 3 columns 
will indicate where sides 1,2,3 of the dice are pointing.  

(the next few slides will show how we apply the rotations, and later the quaternions  mentioned at the bottom will be explained) 
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And now, a brief interruption to discuss notation.  You may see different conventions in practice.  Opengl, 
Math textbooks, and many libraries will use column vectors, usually multiplied on the right hand side of a 
matrix (but not always).   In contrast, some APIs, most notably DirectX, uses row vectors with the opposite 
multiplication order.   

There’s no fundamental difference between the two.  Mathematically equivalent.  Had to pick one, so we’re 
using the column style today. 
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After rotating a point v, there’s no requirement to stop there.  The result can be multiplied by another 
rotation, and so on. 

Or…  

We can multiply the matrices first, producing a new single matrix, also a rotation matrix, that will transform 
things the same way as the entire sequence.   
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You may have noticed that the order of the multiplication operands was going right to left in the previous 
slide.  That is because we were thinking from our point of view:  x to the right, y to the top, and z coming out 
of the page.   

Consider the rotations from the object’s frame of reference where the dice’s sides 1,2,3 are its x,y,z basis.   
Now look at our rotation sequence to the left.  The reference frames start out the same (i.e. aligned), but 
after the first rotation (A) that’s no longer the case.  So while the second “B” 90 degree rotation is on our X, 
its on the Z axis of the Dice.     ... 
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When applying a rotation based on the local perspective you multiply it on the right hand side of the initial 
orientation instead of on the left. In other words, the sequence is reversed. 

Whether using local or global perspective to roll the dice, you end up with the same result. 
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Its up to you, the developer, to understand the context in order to determine how rotations should be 
combined.   For example, if you are creating an airplane simulation and you are writing code to deal with the 
player yanking back on the flight stick.  Then you will want to pitch the plane upward about an axis that 
extends from wingtip to wingtip.  Lets assume this the x axis of the plane.    Obviously it doesn’t matter 
where the world’s x axis happens to be.   So mathematically we want to multiply our rotate-around-X matrix 
on the right hand side of our current plane orientation to get our new climbing orientation. 
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A question asking how to go from A to B could mean different things depending on the context. 
If you have something with orientation A that you want to move into orientation B, then you want to undo the A and apply B.  Mathematically, this is B times 
inverse of A. 

Alternatively, if its seeing a vector from A’s perspective and wondering how it looks from B, then you want to passively transform it out of A’s reference frame and 
put it into B.  So that’s inverse of B times A. 

The difficulty people sometimes have when working with rotations isn’t implementing matrix multiplication.  
Those functions are already in the math library you use – and they work.  The challenge is knowing:  what 
to multiply, in what order, and when to invert. 
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Now for a slightly different scenario… 

Say I have a duck and a machine (kitchen appliance).   I put the duck inside the machine and hit a button 
and it spins by 180 about the long axis of the machine.    

Now lets add another rotation.  Instead of rotating the duck, lets instead first tilt the machine by 45 degrees.    
Then we put the duck in, hit the button and it spins and pops out ending up in the orientation shown on the 
right hand side of the 2nd row on this slide.   Hopefully everybody’s intuition agrees that the beak should be 
pointing straight up now.  (remember: it’s a rotate – not a flip/mirror) 

24 



We can visually see what the new rotation, this tilted blue arrow, will be.  But How would we mathematically 
combine these two rotations? 

Multiplying the two rotations together, in either order (as we’ve seen in previous examples), doesn’t work. 
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Consider how things look from the blender’s point of view.  To do this we apply the inverse of the tilt so that 
the duck and the blender have at least the correct relative orientation when you hit the button. 

You hit the button, spin the duck, but the result is in the blender’s reference frame, so you have to transform 
things back out. 

Having the duck follow these steps puts the duck where we intuitively reasoned it would end up. 
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Lets now show Mathematically what this look like… 

Our original equation for the upright machine was:  new duck orientation equals rotation times old duck 
orientation. 

For the tilted blender its now:  new duck = tilt * rotation * inverse of tilt * duck. 
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Now drop the duck, and this is how we rotate a rotation. 

 

Audience Poll:  Are the pictorial equations clear?  Can I get a show of hands from anyone who would have 
preferred Greek letters! 

BTW, we’re focused on rotations, but many of the lessons about combining rotations apply to transformations 
(translation, rotation, and sometimes scale and mirror) in general.   
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Now that we’ve looked at how to work with rotations.  Let’s explore more about the rotation matrix… 

A general rotation matrix will look like this.  The 3 columns will form an orthonormal basis.  If its representing 
an object’s orientation, these columns will be the directions of the local x,y and z axis of that object.   The 
inverse is simply the transpose.     So there’s a nice symmetry going back and forth between two reference 
frames.  Furthermore, For any such matrix there is a corresponding axis of rotation. 
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Unlike our first Z rotation example, we cant just look at the last column to see what the axis of rotation would 
be.  It turns out that the corresponding axis of rotation will be an eigenvector of the rotation matrix.   
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This is just an example of a rotation matrix and its corresponding angle,axis. 

Hopefully you can visualize that if you have a rotation that take the x axis over to y, the y over to z, and the z 
to x (i.e. a fairly simple permutation) it’s the same as rotate 120 degrees around the 111 axis. 

To verify, you can make sure the matrix wont alter the axis when multiplied. 
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What about converting the other way… 

Given an axis and an angle, how do we find the corresponding matrix? 
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To answer that question lets look at how a point [x,y,z] is rotated by a given axis/angle.  
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Assume for now we can find unit vectors b and c which are both orthogonal to our axis of rotation a and each 
other. 
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We can use dot product to determine how much of our point xyz lies along each of a,b,c. 
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With this the rotation is straightforward. 

Anything along a doesn’t change, but things along b and c are adjusted by sin and cos. 

The pattern is fundamentally the same as the simple 2D rotation example. 
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Finally, 

Factor out the xyz point and the resulting sum of outer products (weighted by sin or cos theta as necessary) 
give you the rotation matrix. 

Ok, but its not pretty.   And you still have that work of first finding b and c. 
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Just for fun,  Lets do the exact same math as the previous slide but think about it differently. 

a,b,c are 3 orthonormal vectors, which makes it a rotation matrix.  However, it is not a rotation about a. With 
a in the 3rd column it’s a rotation that aligns the Z axis to a.    So, like the blender-duck example, lets use 
that temporarily, then spin using our familiar Z rotation matrix, and finally put  the frame back.  The 
multiplication of these 3 matrices is another way to get the rotation matrix for axis a.     

Even if this makes sense, its still not pretty.  We still need to find b and c, compute sin and cos, perform lots 
of multiplications, ... 
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Time to explore deep space – the space of rotations that is. 
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Matrices seem up to the job of processing anything to do with rotations.  But, Do you really want to store 
your object’s orientation this way?  Its 9 floating point numbers to represent 3 degrees of freedom.  Over 
time, the columns may drift away from unit length and become non-orthogonal.   Extracting other meaningful 
information, the very properties our game code is likely to need, is non-trivial.  Animation systems depend on 
interpolating between orientations.  Unfortunately, Matrices don’t blend well. 

Should we be using something else? 
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No talk on rotations would be complete without mentioning yaw-pitch-roll. 

This approach specifies an orientation with 3 angles that specify an ordered sequence of 3 rotations on each of the main 
axes.    It is the best system to use for many types of objects.  Say you have a character that just stands around and 
maybe turns left and turns right, but that’s about it.  Why would you ever use more than 1 number to represent his 
state?   A camera uses yaw, and perhaps pitches up and down a bit.  I hope you aren’t rolling your camera in your 
game and making your players nauseous.  Helicopters are a bit more dynamic, but they don’t turn upside down, so you 
might even be able to use YPR for them (for a simple sim).   When the graphics engine or gpu expects a matrix, its 
easy to generate that on the fly. 
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Unfortunately, YPR isn’t a good system for general objects that bounce, tumble, turn, twist, from frame to frame.  Any 
combination of multiple rotations would have to be done with matrices anyway. 

The fundamental problem with YPR is that the mapping between yaw-pitch-roll space and orientation space (or, 
equivalently, the space of rotations) is very non-uniform.  Eg, notice that at two numerically distant orientations we can 
get very similar outcomes.  In fact, with an object pitched up at 90 degrees, the yaw and roll work directly against each 
other giving me an infinite number of ways to represent this orientation.  How can any animation system smoothly (and 
minimally) interpolate from one state to another when there might be a strange singularity point along the path?    So, 
for some apps, a better system for rotations is needed.   
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What about working primarily with axis,angle for doing rotations?   

Certainly there’s potential.  Given the mapping to and from matrices,  it should be possible to handle general 
3D motion.  It would certainly solve the mentioned shortcomings of Matrices and YawPitchRoll.  However, as 
discussed so far, AxisAngle is too generic. There needs to be a well defined algebra for axisAngle.  Ideally 
transforming points and matrix conversion should be straight-forward.  Furthermore, there has to be a formal 
way to concatenate multiple rotations.    Lets investigate this last point further. 
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Unfortunately, combining axis-angle rotations to produce a resulting axis-angle is non-trivial.  Lets look at a 
few examples to see what we are up against.  In the first example we tilt a head model down by a small 
angle about x, then turn slightly on y.  This combo is close to a single rotation with axis x+y.    Its almost, but 
not quite, like axis vector addition in the xy plane.   

However, if we look at another example where we first rotate 180 around x, then 180 around y, we end up 
with a resulting “combined” axis that goes off in a completely different direction –  180 around Z. 
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Earlier we showed changing the order of a sequence of rotations leads to a different result. 
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Here’s the specific Axis/angle results expressed in both numerically and by the orange arrows.  In both cases, 
the resulting angles are the same, but the axes are coming out of different corners of the dice.  

 

Any mathematical system of combining axis angle rotations will have to correctly handle all of these cases. 
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This brings us to the mathematics of  quaternions. 
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This number system effectively handles all the challenges with rotations.  Its what all the cool kids use.  I’d 
wager your physics middleware, animation system and game engine use these already.  The mathematicians 
have since gone on and developed more enhanced algebras that surpass what quaternions can do.  But 
quaternions are isomorphic to important subspaces of these and hence still worth learning.  Given the existing 
systems that you are likely to encounter in this industry, it makes most sense to use the terminology of 
quaternions for this class.  Word of warning…   some of the concepts are a bit abstract:  4 dimensions and 
complex numbers.   Thinking  spatially about what operation you are doing can help your intuition. 

49 



Here’s the back-of-the-box spec sheet for quaternions…    

Enhanced complex numbers with 3 orthogonal square roots of -1: i,j,k.  Anti commutative property.  You’re 
math textbook will typically show a quaternion as abcd.  (Unless it’s a very new math book where it might be 
using Geometric Algebra scalar,bivector notation.)  In this industry we use xyzw for our float4 registers, 
homogeneous coordinates, plane equations, etc.  Quaternions also follow this convention (the i,j,k are 
invisible).  xyzw is what you’ll see day-to-day.  Finally, perhaps you know how complex (or even just 
polynomial multiplication) works, quaternion multiplication works the same way. 
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It can be intuitively helpful to think about quaternions as a bivector scalar pair instead.   Mathematically this 
changes nothing.  Its only a notation change from xyzw to vw.   Now when we look at the quaternion 
multiplication this way, we notice the familiar cross and dot products show up. 
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Connecting this back to rotations... 

The set of all possible axis-angle rotations maps 1-to-1 and onto the set of quaternions of unit length – those 
points on the unit hypersphere in 4d.   The axis, weighted by sin of half the angle, ends up in the bivector 
part.  The scalar, or w, component is kept long enough to keep the quaternion at unit length (cos of that 
same half angle).     

You can image that bivector part growing and shrinking depending on the size of the angle.   Easy to visualize 
this component in 3D space, but remember its not your grandfather’s Euclidean 3D space. 
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This slide provided to you by Captain Obvious.   

Rotation by t around a is the same as going –t around –a.  Not surprisingly, quaternions q and –q are going 
to give you the same rotation (or represent the same orientation). 

We know that if we rotate by an angle t, then going –t will take us back (or equivalently, rotating by t around 
the opposite axis).  Not surprisingly, the inverse of a quaternion is just its conj which negates the bivector 
component.  Don’t need to divide by length since we already know its of unit length. 
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Here are the same rotation sequences as before but showing the quaternion math.  Not enough time now to 
dive deep into the numbers. For today let’s point out a couple things…     

In the first example, the angles are small so the value of w is high.  That’s the .99 you see up there.  The dot 
product and cross product are multiplying small numbers with other small numbers producing very very small 
numbers.  Not surprisingly, the result is something close to vector addition for the axis – as we predicted. 

In the second example, W is zero for 180 degree quaternions.  Consequently, with rotation axes at 90 to each 
other (making the dot product irrelevant too), only the cross product contributes to the result. 
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Again this is just another slide we’ve seen before, but now labeled with the quaternion values of the actual 
rotations. 

Its in the slide deck in case anyone wants to go over the numbers later to see that the math works out.   Feel 
free to look over the examples here and verify them for yourself.  Or, if not, you’ll eventually get that 
experience during a late night debugging session.   If you haven’t already, at that time you’ll get familiar (and 
more comfortable) with working with them.   

Admittedly, examples are just anecdotal evidence.  Proving this is bit more work, but is straightforward.   



With quaternion multiplication we can combine rotations or update orientations. But what about points?  With 
matrices, standard multiplication will rotate either points or other orientations.  This makes sense because an 
orientation matrix’s columns are just 3 sample vectors that (although we happen to use them as a basis) 
don’t behave differently than any other vector in that space.   

quaternions are different than matrices.  axis-angle changes differently when a rotation is applied.   (Recall 
the duck in the blender example.)  The method to rotate a point is to treat it as a quaternion and multiplying 
it on both sides by the rotation and its inverse. 
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Lets now prove that this actually works as intended.   Sorry for all the math shown here.  Even if we can 
rotate objects in our heads, most of us need pencil and paper when the equations get long.  What is shown 
on this slide is nothing more than multiplying 3 numbers together.  However, they are 4D numbers.  
Using i,j,k would have given us 4x4x4  or 64 terms.  So we use the scalar/bivector notation instead.  Even 
that still starts out ugly.  But can be cleaned up nicely with the help of some trigonometry half angle 
formulas. 

The result is very concise. 
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Here’s the result of the multiplication now with all the intermediate steps removed.  Recall the previous axis-
angle slides that showed how to rotate a point around an axis a by angle theta.  Remember those b,c 
vectors.  Now, using quaternions, we don’t need to derive additional vectors orthogonal to the axis of 
rotation, nor do we need to calculate sin and cos.  The orthonormal basis, as well as the sin,cos weighting, 
magically fall out of the quaternion multiplication.   

Clearly, we can now easily do any angular motion operation with quaternions that we have performed 
previously with matrices.   
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We can use quaternions in place of matrices.  Physics engines have always done this.   There may be 
additional places where you didn’t realize you had an orientation.  For example, you may use parallax or 
bump map shading in your graphics engine.  The tangent,bitangent,normal specify a rotation that transforms 
vectors from the mesh’s local space (not to the object or world space, but rather) into the coordinate frame of 
the texture (or surface detail image).  If that doesn’t make sense, imagine an insect crawling on your 
character’s skin – it’s the insect’s coordinate frame.    Anyways, this tangent space basis can be stored as a 
quaternion instead of by 3 vectors.  (if art content has significant texture shearing or mirroring then it may 
need some additional info) 60 



In this example, we have an anisotropic lighting scheme that (similar to hair) uses the grain (tangent to 
surface) for specular lighting, but surface normal for the diffuse.  The two maps can be combined/encoded 
into a single map by encoding xyzw quaternions into rgba texels.  Here we see the rendering of a disc 
(illuminated by 3 colored lights) that, using a single texture lookup, has the checkerboard pattern you’d see 
on a chip wafer, as well as the specular reflections that you see on the back of an optical disk.  Not suggesting 
this is even a practical usage.  This research driven programmer-art just shows how quaternions may be used 
in many places. 
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Interpolating between two orientations or keyframes is the killer app of quaternions.  Unlike Yaw-Pitch-Roll, 
the distance between two points along the unit sphere in 4D is consistent with the angle between two 
orientations.  By traversing the path between them, you smoothly and directly rotate from one orientation to 
the other.   

Many references describe this in great detail. 
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Quaternions are not limited to multiplication.    

This next example is time integration - the classic frame update for a moving object.  Given a spin and a time 
step you could determine the angle and create a quaternion to multiply the current orientation to produce the 
next (equation shown on left).  Yes that would work, but it may be better to express this as an addition of a 
derivative (equation shown on right).   This  is similar to how the position update is typically done.   ... 
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... The reason is that spin is not a constant.  Angular momentum, which isn’t necessarily parallel, is the 
motion property that remains constant.   Therefore, for net spin, we like to take a weighted average from 
approximated samples taken over the timestep.  
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The video compares the difference of the two integration techniques.  With just the multiplication of a single 
spin-based quat, equivalent to forward euler, the object gains energy/speed and the objects long axis (and 
spin (blue axis)) converge to the angular momentum (vertical/purple) axis.  Alternatively, with RK4, that uses 
a bunch of quaternion additions and scalar multiplication, the simulation remains numerically stable.          
For more, Please watch the GDC 2013 Math Tutorial – “Interaction With 3D Geometry”.  (better to watch the 
video on the gdc vault.  The powerpoint slide deck on its own misses too much.)  Within this longer and more 
advanced presentation there is a part that goes into further detail about this time integration example.  Video 
also explains how to derive inertial properties from arbitrary geometry and how this affect motion.   
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In some applications you have an object with one side facing a certain direction that you want to change to 
point to a new direction.   So you have a “old” and “new” directions (not orientations), how do you create a 
quaternion to update the object’s orientation? 

You might try to first get a unit length axis and figure out the angle.  This can be problematic when the two 
input vectors are similar.  You might divide by zero, or with floating point rounding error you might end up 
taking acos of 1.000001.   Therefore, its better to generate the quaternion components directly.   

Also useful to check for d==-1 (opposite directions) and then generate any unit vector orthogonal to v0 for a 180 rotation. 
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Symmetric matrices show up in a number of places.  They have an interesting property that there exists a 
rotation that, along with its inverse, will sandwich multiply it into a diagonal matrix. 

The technique for doing this is a couple hundred years old.  if working in 3D its possible to accumulate 
directly into a quaternion. 

Depending on the context, this may be a useful orientation. 

67 



Say you have a whole bunch of points.  Statisticians would call this a population and study it by computing 
covariance.  This is a symmetric matrix from which we can diagonalize to derive an orientation.   

On the bottom left is an example where points from a depth camera are used to orient a box for a 3D pong 
style game.   

Say you are implementing the AI for a drone in a combat simulation and want to know the best orientation of 
attack.  Using the principle axis (corresponding to the largest eigenvalue) you can plot a path for the carpet 
bombing strafing run that will incur maximum damage. 
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Perhaps you’re writing (or working with) a physics engine.  If so, you are likely familiar with the inertia tensor 
– a symmetric matrix that describes how an object spins.   Drawing a box oriented to diagonalizer for this 
matrix can help visualize these properties and perhaps help debug any strange behavior during runtime. 
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The Linear algebra world extends 3x3 matrices into 4x4 to put both trans and rotation into the same box.  
Instead of adding rows and columns, in the abstract algebra world, we can add a square root of zero.  Now 
we have dual quaternions that capture both position and rotation in a single thing.  When we slerp we keep 
the rotation component at unit length.  This scaling of the entire dual quat causes the positional part to follow 
a curved (screw motion) path as if the axis of rotation was somewhere else and translation was prohibited 
parallel to the plane of rotation. You may have heard about dual quaternion skinning where bone weighted 
vertices are blended this way resulting in mesh deformation that tends to preserve volume. 
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This concludes our 30 minute session on working with rotations.  If you’re struggling with the subject and 
staring at the math textbook is making things worse, it might be helpful to just tinker with some key frame 
animation in an artist tool or play with a rubik’s cube.    

In code, matrices and quaternions are the best tools for the job. 

The algebraic systems presented here (matrices and quaternions) don’t provide the semantic meaning of 
whether something is a rotation or orientation, global or local, active or passive  transform, vector or point, 
and so on.   Be sure to keep track of this when developing. 
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